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Abstract

Community Question Answering (CQA) platforms function as continuously evolving repositories of user-
generated knowledge, where questions are often informal, intents may be multiple, evidence is distributed
across sources, and knowledge changes over time. These characteristics limit the applicability of conventional
single-label and single-document approaches to complex information needs. This review traces the evolution
of CQA from retrieval and ranking through neural semantic matching and pretrained Transformer models to
retrieval-augmented generation and large language models, with particular emphasis on multi-label question
understanding and multi-document evidence integration. Existing studies are compared from the perspectives
of semantic representation, intent modeling, evidence retrieval and fusion, knowledge grounding, and answer
reliability. The literature shows that substantial progress has been made in individual capabilities, but a unified
mechanism that coordinates multi-label intent interpretation, dynamic retrieval, evidence verification, and
grounded generation remains insufficiently developed. Future research should therefore move toward closed-
loop architectures and evaluation frameworks that jointly measure label identification, evidence coverage,
source attribution, and final answer quality in realistic community settings.
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1. Introduction

Community Question Answering sites are more than just regular question-answering tools. They actually
work as collections of user-made knowledge that changes all the time. People who use these sites keep adding
new content, fixing old stuff, disagreeing with points, and adding extra details, which means that any single
question and answer pair can change after it gets posted. So how useful an answer is doesn't just rely on how
well it matches the meaning of the question. It also needs to fit the exact information people are looking for,
its claims have to be backed up by evidence that people can actually check, and the basic info in it has to still
be right when someone reads it later. These demands get harder when a single question asks for several
different things, or when evidence you need is split across many different posts. Earlier studies looking at CQA
also note these systems match up to complex, personal, context-specific needs for information, which sets
them apart from traditional fact-based QA [1].
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Community question-answering (CQA) questions are very different from the standard question-answering
tasks you usually see. Questions from online communities don't usually follow a set format, and the lines
between what's being asked and the words used to ask it can be unclear. The space where answers live is open,
and it often has different suggestions that don't agree with each other, instead of just one right answer. Useful
proof can also show up in comments, linked files, or older conversations, instead of just sitting in the first
answer people find. Because of all that, methods that work well when you're only classifying into one label or
pulling text from a single document don't always work straight away in real-world CQA situations.

Early work on CQA mostly described the problem as something about retrieval and ranking. Jeon and his
team looked into how questions people just submitted could be matched with similar existing questions from
big question and answer collections. This meant finding candidate questions become one of the most important
basic steps [2]. Surdeanu and others added learning-to-rank methods that put together text features and context
features to make answer ranking work better [3]. SemEval-2015 Task 3 gave a standard shared evaluation
framework for people working on answer selection, and this helped make answer selection in CQA become a
separate research problem on its own [4]. All these early studies point out a basic starting point: before any
system can analyze and use community knowledge, it first has to find content that might be related to the
question.

Frameworks that focus on retrieval still have long-lasting problems. Lexical overlap does its job well when
people talk about the same problem using similar words. But technical groups often have abbreviations, terms
that change between versions, and informal descriptions for the same thing. Because of this, answers you get
back might be on the right topic, but they still miss what the user actually needs to work with. Retrieval methods
also struggle when you want to put together bits of different answers, or explain why one piece of evidence
from the community is better than another. Deep learning changed CQA by moving from hand-built similarity
features to learned versions of question and answer pairs: some encoders that use convolution and recurrence
made the system more okay with different word choices, and interactive models made the comparison between
questions and answers clearer [5 — 7]. These new systems got better at matching meaning, but their main goal
was still just sorting out whether a candidate answer fits a question. They don't directly deal with what to do
when no single candidate has the full solution you need.

Transformer models that are pretrained have gotten even better at representation learning. BERT showed
that contextual pretraining is really useful for lots of different natural language processing tasks [8], and
Sentence-BERT made it possible to use sentence-level embeddings for doing large-scale similarity searches
[9]. When it comes to CQA, getting better results does not just come from improved word representations. It
also comes from context encoders that can tell different meanings based on context, and pass knowledge
between similar tasks. Still, there are built-in limitations to these models: just having a stronger encoder doesn't
mean it will automatically do multi-document synthesis, check evidence clearly, or have ways to keep
knowledge up to date. Big language models have opened up more options for designing CQA systems, because
they let systems understand combined requests, compare passages that got pulled up, and make answers that
are easier to read. But this generation ability also created a new problem with reliability: answers that sound
smooth might have claims that don't have any evidence to back them up [10,11]. Retrieval-Augmented
Generation, or RAG, deals with part of this problem by letting the generator use outside evidence instead of
only depending on what it memorized in its parameters [12].

This review has three main points that it adds to the existing research. One key point is that we group related
studies by following the development from tech changes over to the dimensions of capability, the datasets
people use and how people evaluate the work, then finally talk about open problems and what might happen
next. This is different from just putting all existing model architectures in a plain list. Another point is that we
talk about how to understand multi-label questions and how to do multi-document evidence reasoning all
together in one common CQA work flow. By doing this, we make it clear how these two parts work with each
other when you need to find what the user wants, get the right evidence, and then build the final answer. The
third point is that this review sums up common problems that exist at the whole system level. These problems
have to do with how up-to-date the knowledge is, how trustworthy the sources are, whether evidence is checked
properly, and how humans and Al work together. On top of that, we also point out that coordinated
optimization that's based on solid evidence is a really good direction to keep working on.
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2. The Way Community Question Answering Has Changed with Technology

If we look at how CQA has changed, it's more like a shift in how problems are set up instead of just one
new model architecture after another. The earliest methods put their focus on finding questions that are similar
and existing answers of good quality. Neural-based methods worked on how to show and compare the semantic
links between questions and their answers. Transformers plus pretrained language models made contextual
understanding and transfer learning much better, and at the same time retrieval augmentation and large
language models started to put together outside knowledge, complicated reasoning and natural language
generation all in one single workflow. None of these steps rule each other out: modern systems usually keep
retrieval, ranking, semantic encoding and generation components working together at the same time. As you
can see in Fig. 1, this whole development is a step-by-step move that starts with retrieval and ranking and ends
up with retrieval-augmented reasoning.

Figure 1: How CQA technology has changed: starting from retrieval and ranking, then moving toward retrieval-
augmented reasoning
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2.1 Getting and Ordering

In the earliest days, most CQA systems treated new questions just like a retrieval and ranking problem.
Online communities ended up building up huge collections of old questions and answers over time. Because
of this, finding similar existing questions and reusing their answers became really useful in practice. Jeon and
their team looked into how to find similar questions in these big question-and-answer collections, and they
showed that finding candidate questions is a really basic part of the whole process [2]. After that, Surdeanu et
al. Used learning-to-rank methods to put together text features and context features, which worked better for
ranking candidate answers [3]. Then SemEval-2015 Task 3 came up with a more standard way to test how
well CQA systems pick answers, and it also split answer selection apart from general information retrieval [4].
The main goal of this early stage was just to find an answer that already existed. On the good side, this approach
was efficient for computing power, and how it worked when retrieving answers was pretty easy to see. But the
bad side is that it depended way too much on matching words exactly and using hand-made features. It didn't
work well with reworded questions, hidden requirements, or questions that needed to put multiple answers
together. When the amount of content in these communities got bigger, these problems pushed people to move
away from matching surface-level words and start using learned representations of meaning instead.

2.2 Neural Semantic Matching

Instead of needing a lot of manually built similarity features, neural semantic matching instead uses
learnable continuous representations to get the job done. A common way to do this is to first turn a question
and an answer into their own codes separately, or sometimes create more detailed connections between them,
and then sort the possible candidates by how well they match on a score. Severyn and Moschitti used
convolutional neural networks for ranking pairs of short texts, and showed that deep representations can
actually learn good matching connections between pairs of text [5]. After that, Tan et al. Added attention
mechanisms to make the question-answer matching representations work better [6]. If you compare these
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methods to older ones like TF-IDF and BM25, they don't need as much lexical overlap and can learn more
meaningful semantic features by training the whole system from start to finish all at once.

Later, interactive matching models started to pay more attention to matching individual tokens between
questions and answers. Zhang and their team put forward an attentive interactive neural network. This model
clearly describes how questions and answers interact with each other, so that it can do a better job in picking
out correct answers for CQA [7]. This kind of research brings out a key point: picking the right answer isn't
the same thing as finding similar topics. A working system has to check whether what's in the answer actually
answers the constraints, conditions and requirements that the question brings up. Dual encoders are good for
quickly searching through lots of candidate answers, since you can calculate the representations of answers
ahead of time. On the other hand, models that are built on interactions are better for doing detailed sorting
again, even though this costs more computing power. Because of this, the two-stage approach — first quick
screening, then detailed matching — became widely used, and later it was an important base for QA systems
that use pre-trained language models.

Even so, neural semantic matching still has three big problems to deal with. For one thing, how well it
works usually relies on having quite a lot of labeled data, which means these models struggle when there is
not enough data in low-resource areas or new topics that just popped up. For another, the models mostly learn
things from their training datasets, and they cannot directly get new community knowledge that appears after
the training step is done. The last thing is, the main thing a matching model gives you is still a relevance score,
and that's not enough for combining evidence across documents, comparing different sources, and doing multi-
step reasoning. These problems have pushed people to start using large-scale pretrained models, which have
better context representations, better ability to transfer knowledge and also better generation ability.

2.3 Transformer and Pretrained Language Models

Transformer models are really different from CNNs and RNNss at the root, because the main thing they rely
on is self-attention instead of local convolution or repeating updates to the state. One big plus is that they can
directly connect different positions in a sequence through this attention, and at the same time they allow a lot
of parallel computing to happen. That makes them work better for tracking long-range connections between
parts of a sequence [13]. Right now, most big language models are made with Transformers or their changed
versions. You shouldn't just put Transformer in the same category as older feed-forward neural networks, even
though it does have feed-forward sublayers inside it. The thing that makes Transformer what it is still its
attention-based design, and how all the different modules work together to model sequences.

In its original version, the Transformer is made up of an encoder and a decoder. The encoder takes an input
sequence and changes it into contextualized internal representations. BERT is one well-known encoder-only
Transformer, and it's especially good at language understanding, classification, and matching [8]. When you
use it for CQA, BERT can put questions and candidate answers into context when it encodes them, and after
that it uses a classification or ranking layer to work out how relevant they are. The usefulness of BERT isn't
just that it turns text into numbers for the computer; it actually uses bidirectional context links to build
representations that include words all around the current one, which in turn helps with getting the right word
meaning, matching things semantically, and picking the correct answer.

The decoder generates an output sequence autoregressively based on the available context. GPT is a
representative decoder-only Transformer: its input is first transformed through token embeddings and
positional information, after which causal attention is used to predict subsequent tokens. It therefore does not
contain a separate encoder module. GPT-3 further demonstrated that large language models can perform a
wide range of language tasks through few-shot learning [14]. Meanwhile, Sentence-BERT adopts a Siamese-
network structure to obtain vector representations suitable for sentence-level similarity computation and large-
scale semantic retrieval [9]. Borgeaud et al. further explored retrieving information from extremely large
external corpora to augment language models [15]. Thus, the Transformer stage should not be understood as a
simple replacement of retrieval by generation; rather, it gradually established a functional division in which
encoders support understanding and matching, vector models support large-scale retrieval, and generative
models support language organization and reasoning.
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2.4 Retrieval Augmentation and Large Language Models

Big language models have pushed CQA (Community Question Answering) past just getting answers, into
awhole combined process that includes understanding questions, finding evidence, thinking through problems,
and making new responses. The fact that they can understand mixed requests, compare lots of different possible
evidence passages, and put together natural language answers opens up new ways for people to get access to
community knowledge. But the knowledge that gets stored inside the model parameters has limits when it
comes to time and specific topic areas, and it's really hard to keep it updated with fast changes in technical
communities. Retrieval-Augmented Generation (which people call RAG for short) fixes part of this problem
by letting generative models get information from outside sources [12,16]. REALM added retrieval into the
pretraining step for language models [17], and Lewis and his team came up with RAG and showed that using
retrieval helps a lot with knowledge-heavy content generation [12]. Other work has looked into making or
expanding on context information instead of just depending on traditional retrieval methods [18]. All these
projects together have changed CQA: instead of just using static knowledge, we now get dynamic access to
evidence, but how well it works still depends on how good your retrieval is, how complete your evidence is,
and how trustworthy your sources are.

Building on RAG, agentic approaches break planning, retrieval, reasoning, verification, and generation into
multi-step processes to organize them better. ReAct mixes reasoning and action together, so that language
models can call on outside tools and keep looking for more information based on the results they got halfway
[19]. Reflexion uses feedback from the model itself to help change its answer later on [20]. When you work
with CQA, these kinds of methods can make the model go get more information if the first evidence it found
isn't enough, and then compare the facts from all kinds of different sources. We also know from hallucination
research that even outputs that sound smooth and fluent can have statements that aren't backed up by good
enough evidence [10,11]. Liévin et al. Looked at how large language models reason when they answer medical
questions [21], and Singhal et al. Did work with Med-PaLM to find out what large language models can and
can't do in clinical knowledge situations [22]. Because of this, right now researchers care more and more about
not just whether a system can spit out an answer, but also whether that answer has good support, whether the
evidence adds up, and whether the model can tell when it isn't sure about something.

3. Capability-Oriented Classification of Methods

Existing CQA reviews often classify methods according to their dominant architecture or learning paradigm,
such as retrieval models, neural encoders, pretrained Transformers, and generative systems. This organization
is useful for reconstructing technological change, but it can obscure functional differences within the same
architectural family. Two Transformer-based systems may share an encoder while serving very different roles
in an end-to-end CQA pipeline: a lightweight Transformer retriever may narrow the candidate pool, whereas
a large language model may compare evidence and construct the final response. Treating both simply as
“Transformer-based CQA” loses distinctions that are more relevant to system design.

So this review uses overall capability, not just a single model structure, as the second analysis perspective.
We split the related studies into five connected parts: semantic representation and answer picking; multi-label
question understanding; knowledge integration and evidence reasoning across multiple documents; how multi-
label and multi-document processing work together; and knowledge grounding along with reliable generation.
In this context, the term “multi-label” covers two things: labels that come directly from community platforms,
and multi-dimensional semantic or intent labels that researchers build to better understand questions. These
two different kinds of labels don't have the same sources, they don't have the same level of semantic detail,
and they're evaluated in different ways. Figure 2 gives an overview of this capability-focused sorting that the
review uses, and it also shows how all five capabilities link together in a common CQA work process.

Semantic representation and answer selection Semantic representation and answer selection are two core
skills that CQA systems depend on. Traditional methods like TF-IDF and BM25 use lexical statistics, which
give you fast retrieval and work with mature codes. But these methods don't do so well when you need to
handle semantic equivalence between different ways of saying the same thing. Neural models cut down how
much they rely on lexical overlap by using continuous vector representations, and Transformers make
contextual representations even better [5,6,7,13,8,9]. Answer selection is more than just finding general
semantic similarity: the system needs to figure out if a candidate answer actually solves the user's question,
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not just that it talks about the same topic. Zhang and their team's attentive interactive network shows that
detailed question-answer interactions can tell apart candidates that are close in meaning but not equally good
at answering the question [7]. Studies that use pretrained models also show that better contextual
representations help pick the right candidate answer better [23]. So for most large-scale CQA systems, a staged
architecture works well: first BM25 or dual encoders do quick recall, then interaction-based models or large
language models take over for reranking, checking the evidence, and putting the final answer together.

Figure 2: Classification of community question answering methods based on capability
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The taxonomy is capability-oriented rather than model-oriented: multiple model families can contribute to the same capability.

Multi-label question understanding Understanding multi-label questions looks at what one single question
can talk about all at once. In real life, questions asked in online communities usually cover more than one topic,
purpose or requirement. For example, a technical question could talk about setting up the environment,
checking if versions work together, and finding out what went wrong, all in one go. In general, multi-label
learning connects an input X to a group of labels Y. In other words, it learns f(X) — Y [24,25]. It's different
from single-label classification because multi-label learning has to figure out which labels are correct, and also
deal with things like how labels connect to each other, imbalanced classes, and changes in the label space.
Tsoumakas and Katakis wrote a well-organized introduction to multi-label learning [24], and Zhang and Zhou
talked about why connections between labels matter a lot [25]. XMLC, sequence-generation models, and
AttentionXML all work on solving calculation and statistics problems that come with big label spaces. Each
approach uses a different angle: extreme multi-label modeling, creating label sequences, and organizing labels
into a tree [26 — 28]. When looking at Chinese multi-label research, Xiao et al. Added meaning information
from labels into the classification process [29], and Li et al. Looked at how to automatically classify multi-
label text for ICD-9-CM3 [30]. Putting all these studies together, we can see that labels shouldn't just be seen
as separate categories. Instead, they need to be treated as information structures that have meaning, a hierarchy,
and relationships between each other.

If we use multi-label learning on CQA, the main problem changes to handling open label spaces and tricky
combinations of different intents. Labels from the community often have a really clear long-tail pattern:
popular labels have lots of training data, but rarer technical labels don't have much data even though they're
really good at telling things apart. Also, new frameworks, tools and terms keep popping up all the time, which
makes it really hard to keep a fixed set of labels up to date. Large language models can lower the cost of
adjusting for new labels by using prompts and context info, but if you don't put any limits on how they generate
output, they might mix up label boundaries and give outputs that don't have a consistent format. One design
that gives more control is to let a large language model work out complex or unclear intent, but at the same
time use a controlled label system, classifier, or post-processing step to keep the final set of labels from getting
out of hand. The main goal isn't just to get the highest possible accuracy for label predictions. Instead, we want
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to build a structured way to show what information people need, which can directly help with later searching
steps. Newer research on open-world multi-label learning also points out that building the label space can
actually become part of the learning problem itself, especially when you don't have enough or any labels, and
this is even more true for long-tail categories [31].

Multi-document knowledge integration and evidence reasoning. Multi-document knowledge integration
and evidence reasoning are all about figuring out where you can find the evidence you need for a question and
how you put that evidence together. Most knowledge that people share in communities is spread out over many
different answers, comments, linked documents and talks from the past. It also often has repeated info, missing
bits or even things that contradict each other. Because of that, answering questions that use multiple documents
isn't just about pulling more material together. It needs a bunch of different decisions: you have to recall
possible answers, filter out bad evidence, compare different sources, put stuff from across documents together
and finally draw a conclusion. Open-domain question answering gives some really important basic tech for
getting this process done. Chen and his team looked at open-domain questions by pulling info from huge
knowledge sources [32]. HotpotQA made a point to include multi-paragraph putting together of evidence and
multi-step thinking right into how it sets up its tasks [33]. DPR made large-scale finding of passages better by
using dense semantic representations [34], and REALM and RAG went a step further by combining finding
info with language models [17,12]. All these approaches give CQA parts that you can reuse, but you can't say
they're exactly the same as real community situations. That's because evidence in communities has a lot more
noise, changes over time, and people disagree with each other more than in these controlled setups.

Studies about multi-document QA also show that how much you can get from retrieval by itself is a really
important condition for good reasoning. Ni et al. Found that multi-document QA can have problems with false-
negative retrieval checks: contexts that are useful for supporting answers might get left out of the set you
retrieve, and this limits how good the later reasoning can be [35]. Even a really good generative model can't
get back information that was never included in its context. What's more, answers from community sources
have non-text clues like how experienced the author is, when they posted it, and what other people in the
community think. When picking which evidence to use, we need to think not just about how related the
meaning is, but also how trustworthy the source is, how up-to-date it is, and whether different sources agree
with each other. Self-RAG puts together retrieval decisions, content creation, and self-checking, so the model
can use and check outside evidence in a flexible way [36]. CRAG checks how good the retrieval is and will
start a new corrected retrieval and filter information when there isn't enough evidence [37]. All these studies
show that research has moved from “getting more content” to “figuring out which content is actually useful”,
but even so, doing good multi-document reasoning in CQA still has to deal with different kinds of sources and
changing knowledge.

Coordination between multi-label and multi-document processing. The key to coordinating multi-label and
multi-document processing is not simply to place the two tasks in sequence, but to allow what the question
requires to directly influence what is retrieved and how evidence is organized, while also allowing retrieved
evidence to revise the initial label interpretation. For community questions containing multiple topics,
conditions, or objectives, multi-label representations can function as structured queries that decompose
complex needs into several retrieval dimensions and thereby improve evidence coverage. If evidence
associated with a particular label remains consistently absent, the system can use evidence feedback to
reconsider whether that label is necessary, too broad, or whether an implicit intent has been missed. Multi-
label prediction therefore becomes an intermediate representation for retrieval and reasoning rather than merely
the endpoint of classification.

Direct work on this coordination remains limited and task-specific. Li and Li proposed a multi-label multi-
document classification model using real Zhihu data for supplementary question-answer recommendation [38].
The study reports gains in precision, recall, and F1 on three meta-tasks, but its objective is supplementary-
answer recommendation rather than open-ended evidence-grounded generation [38]. This distinction matters:
identifying complementary answers is narrower than jointly interpreting multiple intents, retrieving
heterogeneous evidence, resolving conflicts, and generating a cited response. The current literature therefore
suggests a clear complementarity between multi-label understanding and multi-document evidence reasoning,
while a mature end-to-end optimization paradigm has yet to emerge. Promising directions include label-guided
retrieval, evidence-feedback-based label revision, dynamic retrieval based on evidence coverage, and joint
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objectives that explicitly couple intent completeness with evidence completeness. Figure 3 illustrates the
proposed coordination between multi-label question understanding and multi-document evidence processing.

Figure 3: An architecture for coordinated multi-label and multi-document community question answering
A synthesized architecture for multi-label, multi-document CQA

Adapted from the retrieval, multi-hop QA, DPR, REALM and RAG lines of work [15-19, 27].
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Knowledge grounding and reliable generation. The main point of knowledge grounding is to make sure that
any important claims you make in a generated answer can be tracked back to some clear, checkable evidence
from outside the model. Traditional CQA mostly focuses on getting a good existing answer that matches the
question, but knowledge-grounded systems go further — they need all the facts, opinions, and suggestions in
the response to be clearly linked to evidence that the system pulled up earlier. RAG gives a basic way to do
this kind of linking [12,16], but just adding retrieval step doesn't automatically make sure the answer is reliable.
If the evidence you pull up is missing some parts, old, or even contradicts itself, the generator might still put
together wrong conclusions or make the weaknesses in the original sources even bigger.

To get good knowledge grounding needs to look at three things together: how good the evidence is, who
the source is, and checking each claim separately. ReAct and Reflexion add planning, looking up information,
and thinking again when creating answers [19,20]. Self-RAG makes better use of evidence and controls how
things are generated by changing retrieval steps and checking its own work [36], while CRAG checks how
good the retrieved information is and gets better information when there's not enough evidence [37]. KEPR
makes answering general knowledge questions better by adding knowledge and ranking how likely things are
[39]. In areas where mistakes cause big problems, Liévin and other researchers showed that even when a large
language model gets the right final answer, the steps it took to get there might still have parts that aren't reliable
[21]. Similar work done in medicine also shows that putting large language models together with special
knowledge can make answering hard questions better, but the reliability and safety still needs to be looked at
carefully [22]. Future CQA systems need to check not just if the final answer is similar to a correct one, but
also if all the main claims come from sources that you can find, are up to date, and are properly supported.

4. Datasets and Evaluation

Datasets determine which capabilities can be observed and the extent to which experimental conclusions
can be generalized. Early CQA datasets are well suited to studying similar-question retrieval and answer
ranking, whereas open-domain QA benchmarks such as MS MARCO [40], Natural Questions [41], and
HotpotQA [33] have strengthened the evaluation of passage retrieval, information localization, and multi-hop
reasoning. These benchmarks cannot fully replace real community archives, however, because community
content exhibits greater linguistic informality, user interaction, competing answers, viewpoint conflict, and
temporal change. A more appropriate research design is therefore to use real CQA data to assess scenario
adaptation while employing standard open-domain benchmarks for comparable evaluation of retrieval,
matching, and multi-document reasoning components.

Traditional community question-answering datasets. Yahoo! Answers is a representative early large-scale
general-purpose CQA source, while Stack Overflow has a distinctive technical-community structure; both
illustrate the informal language, topic diversity, and community interaction that differentiate CQA from
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curated QA benchmarks [1]. Stack Overflow tags can also provide a useful empirical signal for multi-label
research because a single post may carry multiple technical topics, although native tags reflect community
practice rather than a strictly controlled semantic ontology. The SemEval-2015, SemEval-2016, and SemEval-
2017 community question-answering tasks further provided standardized settings for answer selection,
question similarity, and related CQA subtasks [4,42,43].

Question-answering benchmarks. MS MARCO was constructed from real search queries and passages and
has become an important benchmark for passage retrieval and open-domain question answering. It is useful
for evaluating retrieval components within a CQA pipeline, but its search-oriented construction does not fully
capture the social and conversational characteristics of community answers. Natural Questions uses search-
engine questions and Wikipedia as major answer sources and is suitable for studying information localization
and answer generation, but its evidence structure is more controlled than that of community archives.
HotpotQA emphasizes obtaining evidence from multiple passages and performing multi-hop reasoning,
making it particularly relevant to multi-document CQA [33]. However, its evidence has already been curated
by task design. These datasets should therefore be treated as technical benchmarks for community-oriented
multi-document QA rather than as pure CQA datasets.

Evaluation metrics. Evaluation metrics should be aligned with the specific task. For ranking tasks, MAP
measures overall ranking quality across multiple relevant answers, MRR emphasizes the rank position of the
first correct answer, and NDCG is appropriate when candidates have graded levels of relevance. For multi-
label classification, Precision, Recall, Micro-F1, and Macro-F1 should be reported together. Micro-F1 is more
strongly influenced by frequent labels, whereas Macro-F1 is more sensitive to performance on long-tail labels.
For generative question answering, lexical-overlap metrics alone cannot fully capture quality; evaluation
should distinguish answer correctness, relevance to the question, and evidence-grounded faithfulness. In real
community settings, human evaluation is also needed to assess usefulness, clarity, credibility, and whether
different viewpoints are presented appropriately. For future multi-label-multi-document research, a more
informative evaluation framework should jointly report label identification, evidence recall, evidence coverage,
claim-level attribution, and final answer quality so that errors can be localized to specific stages.

5. Challenges and Future Directions

The challenges identified in the literature are not independent; together they point to a systemic issue: the
inputs, evidence, and knowledge states in CQA are all dynamic. Multi-label interpretation determines retrieval
directions, retrieval completeness affects evidence reasoning, source credibility influences generated
conclusions, and evidence insufficiency discovered during generation may in turn trigger renewed retrieval.
Future research should therefore move from isolated capability optimization toward cross-module evaluation
and coordination. Figure 4 summarizes the resulting research framework, moving from isolated capability
optimization toward an integrated evidence-grounded CQA system.

Figure 4: From isolated capabilities to an integrated evidence-grounded CQA system
From isolated capabilities to an integrated evidence-grounded CQA system

Current bottlenecks Research directions
Label ambiguity and Hierarchical / semantic
label dependency label modeling
Evidence scattered Cross-document evidence
across documents graphs and fusion
Retrieval-reasoning Joint retrieval + reasoning
mismatch or agentic search
Hallucination and Citation-aware generation,
weak provenance verification and self-checking
L J
Synthesis grounded in the reviewed literature, especially [10-14, 16-19, 22-26, 27].
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Dynamic knowledge and knowledge freshness. Community knowledge changes substantially over time,
particularly in technical communities where software versions, APIs, toolchains, and best practices are
continuously updated. Large language models that rely on fixed training data may produce information that
was once correct but is no longer valid. Future systems therefore need an explicit knowledge-refresh pathway:
continuously retrieve recent community content and external knowledge sources while using timestamps,
version numbers, update histories, and community feedback to distinguish historical information from
currently valid knowledge. Compared with retraining an entire language model, updating a retriever or external
knowledge base can often be achieved at lower cost, making dynamic retrieval and knowledge-base
maintenance important foundations for long-term CQA usability.

Long-tail and dynamic multi-label spaces. Community labels typically exhibit both pronounced long-tail
distributions and dynamic evolution. Popular topics have abundant examples, whereas niche technologies,
emerging concepts, and new tools may have few examples despite high discriminative value. Conventional
classification methods tend to favor frequent labels, resulting in insufficient recall for long-tail labels, while
the continual emergence of new labels gradually reduces the adequacy of a fixed label space. Future research
should jointly consider label dependencies, long-tail learning, hierarchical organization, and dynamic label
expansion. Recent open-world multi-label work suggests that label-space discovery can itself be learned under
weak supervision [31]. Large language models can reduce the cost of interpreting new labels, but unconstrained
generation may cause boundary drift and inconsistent formatting. A promising direction is therefore to combine
open-ended semantic understanding with controlled label systems. Recent open-world multi-label research
further suggests that when label-space boundaries are unclear, a system must jointly discover the label space
and perform classification rather than merely select from a fixed set [31]. This is highly relevant to community
platforms where new concepts continuously emerge and suggests that evaluation should include new-label
discovery, few-shot label recognition, and semantic drift of existing labels rather than relying solely on Micro-
F1 over a fixed label set.

Multi-document evidence conflicts and source credibility. In real online communities, different people can
put forward solutions that don't agree with each other for the same question. Apart from that, answers also vary
in when they were posted, how much experience the author has, what feedback the community gave, and how
well they've been tested in real use. Because of this, pulling together multiple answers doesn't always give you
knowledge that's more trustworthy. The multi-document QA systems we'll build in the future have to account
for both how relevant the content is and how reliable the source is. They also have to spot when evidence is in
conflict, compare different sources, and be clear about where there's uncertainty. What's more, Ni et al. Found
that when retrieving documents, you might not even get all the supporting evidence you need [35]. This shows
that when you do multi-document reasoning, you can't just assume the evidence you get is all you need.

Joint optimization of retrieval, reasoning, and generation Current systems often use a step-by-step structure
of retriever plus generator, but mistakes can get passed from one part to another. Wrong multi-label guesses
can make retrieval less accurate, missing pieces from retrieval keep key evidence out of the context, and
contradicting bits of information can mess up both reasoning and creating the final output. Future systems need
to treat understanding multi-labels, getting information, checking evidence, and creating output as processes
that depend on each other. Big language models are good at working through complex intent and putting
different pieces of evidence together, while more specialized retrieval tools, classifiers and checkers can add
stable structure and rules. Evidence should also be able to change label predictions; if evidence is missing or
conflicts, the system should go find more; and checking individual claims should happen while the output is
being generated. All this would create a looped structure instead of just one-way flow. Some recent methods
like Self-RAG and CRAG have already started linking retrieval choices, checking evidence, and output
generation [36,37], which gives good ideas for how to build closed-loop CQA. But when it comes to real
community situations, we still need more work to integrate label feedback, source reliability, and knowledge
that changes over time.

Reliability and human — Al collaboration Large language models are really good at cutting down the costs
of pulling out information, summarizing things, and making new responses from community knowledge. Even
so, they cannot completely take the place of what a human user can judge. Community knowledge often comes
from personal experience, and it includes context-specific details as well as contested points that static datasets
cannot always capture very well. Putting humans and Al to work together can be a really useful way to deploy
these systems: the Al does fast searches, puts candidate evidence together, and writes a first draft of an answer.
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But then human users check the big conclusions for themselves, add extra context that the Al might have
missed, and sort out disagreements that the system just can't handle reliably enough. In areas like medicine,
law, and other work where mistakes are really dangerous, people need to check more carefully over what the
Al produces. This should go along with citing where the information comes from, checking each claim one by
one, and pointing out when the Al isn't totally sure about something — all this helps stop wrong information
from spreading. When there isn't enough evidence to support an answer, it's also a good thing for reliable
systems to either not give an answer at all, or ask a human to double-check it. A research done by Wen et al.
Looked into when large language models should not answer questions, and they found that having the right
rules in place for when to abstain is one way that could help cut down on hallucinations and make the systems
safer to use [44].

6. Research Synthesis and Outlook

The literature suggests that multi-label question understanding and multi-document evidence reasoning
should not be treated as independent research directions. Rather, they are interdependent stages in the transition
of CQA from answer matching toward complex problem solving. Multi-label prediction addresses what the
user needs, multi-document reasoning addresses where the evidence corresponding to those needs can be found,
and knowledge grounding addresses why the resulting conclusions should be trusted. At the same time,
retrieved evidence may reveal omissions or over-broad interpretations in the initial label prediction.
Classification, retrieval, evidence verification, and generation are therefore better understood as a feedback-
connected system.

If we look at how technology has changed, CQA has moved on from early lexical retrieval and answer
ranking steps to newer stages like neural semantic matching, pretrained Transformer models, and retrieval-
augmented generation. Early work in the field mainly looked for ways to find similar questions, while neural
models dealt with the problem of how to represent and compare questions and answers. Pretrained language
models made contextual understanding and knowledge transfer better, and RAG with large language models
went further to solve the problem of how to bring in external knowledge and build new responses from scratch.
What matters here is that these different stages worked out different bottlenecks, they didn't just replace one
after another. Retrieval makes it easier to get access to candidate evidence, semantic matching makes it easier
to tell candidates apart from each other, pretrained encoders make contextual understanding stronger, and
generative systems give a way to put all the evidence together. Current CQA systems get more benefits when
they combine all of these abilities, instead of just thinking that the latest generative model can completely
replace older retrieval or ranking methods.

The biggest gap in current research isn't just smaller model size or weaker parameter ability. It's that there
isn't a single consistent optimization method that connects multi-label intent identification, dynamic multi-
source retrieval, multi-document evidence checking, and reliable content generation. What most existing
studies do is improve one single part at a time: multi-label work centers on structured ways to show what users
need, multi-document question answering centers on getting and putting together evidence from different
sources, RAG centers on getting access to outside knowledge, and big language model research makes complex
reasoning and language generation even better. But even with that, mistakes keep passing between different
parts: wrong labels can pull retrieval off the right track, if retrieval misses things that limits how good reasoning
can be, and conflicting evidence can change how good the final generation turns out. Future studies need to
build real-world common benchmarks that cover multi-label, multi-document and open interactive settings,
plus also do layered evaluation starting from label identification and evidence retrieval all the way to source
attribution and the final generation. These kinds of benchmarks would help different parts work together in a
closed loop: label interpretation, retrieval, evidence checking, and generation. Some recent research also looks
at RAG-reasoning systems as a new direction that people can study more [45].

7. Conclusion

Over almost twenty years, research on CQA has changed from just finding words and ranking answers to
working on context clues, pulling info from outside sources, reasoning about multiple documents and making
new answers yourself. Even though the focus of the research has shifted over time, the main features of
community knowledge has stayed pretty much the same: users keep adding new content all the time, the
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language they use is usually casual, info is spread out and might even contradict each other, and knowledge
changes as time goes on. What's more important is that the goal of the work has changed too: systems these
days don't just need to find an answer that's similar to what someone asked, they more and more have to figure
out what a person really wants from combined information, put together evidence from a bunch of different
places, check how reliable the evidence is, and then write answers based on that evidence. In this review paper,
we looked at these changes from two angles: how technology evolved and what capabilities different systems
have. We paid special attention to how understanding questions with multiple labels connects to reasoning
about evidence across multiple documents. The biggest problem for CQA research going forward isn't just
about getting better at individual models. Instead, we need to build systems that work in closed loops, they can
keep updating their knowledge, change how they get info, check evidence from multiple sources, and help
make answers that are actually reliable.
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